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Short History of IR
IR = search within doc. coll. for particular info. need (query)

B. C. cave paintings

7-8th cent. A.D. Beowulf

12th cent. A.D. invention of paper, monks in scriptoriums

1450 Gutenberg’s printing press

1700s Franklin’s public libraries

1872 Dewey’s decimal system

Card catalog

1940s-1950s Computer

1960s Salton’s SMART system (trad. search)

1989 Berner-Lee’s WWW (web search)



Traditional Search

Two Primary Goals:

• Clustering documents

• Processing user queries

– find similar documents

– find similar terms



Vector Space Model (1960s and 1970s)

Gerard Salton’s Information Retrieval System
SMART: System for the Mechanical Analysis and Retrieval of Text

(Salton’s Magical Automatic Retriever of Text)

• turn n textual documents into n document vectors d1, d2, . . ., dn

• create term-by-document matrix Am×n = [ d1|d2|. . .|dn ]

• to retrieve info., create query vector q, which is a pseudo-doc

GOAL: find doc. di closest to q

— angular cosine measure used: δi = cos θi = qTdi/(‖q‖2‖di‖2)



Example from Berry’s book
Terms Documents

T1: Bab(y,ies,y’s) D1: Infant & Toddler First Aid

T2: Child(ren’s) D2: Babies & Children’s Room (For Your Home )

T3: Guide D3: Child Safety at Home

T4: Health D4: Your Baby’s Health & Safety : From Infant to Toddler

T5: Home D5: Baby Proofing Basics

T6: Infant D6: Your Guide to Easy Rust Proofing

T7: Guide D7: Beanie Babies Collector’s Guide

T8: Safety

T9: Toddler
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Geometry of VSM for 3d vectors

vsmanimation.html

vsmanimation.html


Latent Semantic Indexing (1990s)

Susan Dumais’s improvement to VSM = LSI

Idea: use low-rank approximation to A to filter out noise

• Great Idea! 2 patents for Bell/Telcordia

— Computer information retrieval using latent semantic structure. U.S. Patent No.

4,839,853, June 13, 1989.

— Computerized cross-language document retrieval using latent semantic indexing.

U.S. Patent No. 5,301,109, April 5, 1994.

(Resource: USPTO http://patft.uspto.gov/netahtml/srchnum.htm)



Singular Value Decomposition

Am×n: rank r term-by-document matrix

• SVD: A = UΣ VT =
∑r

i=1
σiuiv

T
i

• LSI: use Ak =
∑k

i=1
σiuiv

T
i in place of A

• Why?

— reduce storage when k << r

— filter out uncertainty, so that performance on text mining
tasks (e.g., query processing and clustering) improves



LSI Demos

• Telcordia LSI Demo: http://lsi.research.telcordia.com/lsi-bin/lsiQuery

• Netlib LSI Demo: http://www.netlib.org/cgi-bin/lsiBook

http://www.netlib.org/cgi-bin/lsiBook


Nonnegative Matrix Factorization (2000)

Daniel Lee and Sebastian Seung’s Nonnegative Matrix Factorization

Idea: use low-rank approximation with nonnegative factors to improve LSI

Ak = Uk Σk VT
k

nonneg mixed nonneg mixed

Ak = Wk Hk

nonneg nonneg nonneg



Properties of NMF

• can restrict W, H to be sparse

• Wk, Hk ≥ 0 ⇒ immediate interpretation (additive parts-based rep.)

EX: large wij’s ⇒ basis vector wi is mostly about terms j

EX: hi1 how much doc1 is pointing in the “direction” of topic
vector wi
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Interpretation of Basis Vectors
MED dataset (k = 10)
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Interpretation of Basis Vectors

MED dataset (k = 10)
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Computation of NMF
(Lee and Seung 2000)

Mean squared error objective function

min ‖A − WH‖2 s.t. W, H ≥ 0

————————————————————————

W = abs(randn(m,k));

H = abs(randn(k,n));

for i = 1 : maxiter

H = H .* (WTA) ./ (WTWH + 10
−9);

W = W .* (AHT ) ./ (WHHT + 10
−9);

end
————————————————————————

Many parameters affect performance (k, obj. function, sparsity constraints, algorithm, etc.).

— NMF is not unique!
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About Google

We're Hiring!
  Main
  All Openings
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  Inside View
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Find on this site:

 

Search

Looking for interesting work that matters to millions
of people? 

Google's mission:
Organize the world's information and

make it universally accessible and useful.

To make this vision a reality, Google is looking for
exceptional people who like to develop innovative new
products, especially software engineers and
tech-savvy product managers. Are you exceptional at
what you do? Do you:

Thrive on working in small teams to develop
innovative products?
Enjoy developing efficient new algorithms for 
processing tremendous amounts of data?
Think it would be fun to write distributed systems
that run on thousands of computers?
Live to have the results of your work used and
depended upon by millions of people every day?

If you're an outstanding software developer, computer
scientist or product manager, read on and consider
sending your resume and a brief cover letter to
greatpeople@google.com.

If you know others who fit in this category, help us
improve Google by forwarding this message and URL
to them. The URL for this page is:

http://www.google.com/jobs/great-people-needed.html

What is it like to work at Google?

Working at Google means solving fascinating problems and
making a positive difference in tens of millions of lives every day.
This work has opened up interesting new areas for us and 
presented challenges that are not only new to us, but new to
everyone in computing. These new problems require exceptional
thinking and technical expertise to solve, but their solutions could
dramatically improve the accessibility of information for everyone in
the world. Here's a sampling of the kinds of things we work on at
Google:

Amy Langville
Rectangle



the pre-1998 Web
Yahoo

• hierarchies of sites

• organized by humans

Best Search Techniques

• word of mouth

• expert advice

Overall Feeling of Users

• Jorge Luis Borges’ 1941 short story, The Library of Babel

When it was proclaimed that the Library contained all books, the first impression was one

of extravagant happiness. All men felt themselves to be the masters of an intact and

secret treasure. There was no personal or world problem whose eloquent solution did not

exist in some hexagon.

... As was natural, this inordinate hope was followed by an excessive depression. The

certitude that some shelf in some hexagon held precious books and that these precious

books were inaccessible, seemed almost intolerable.



1998 ... enter Link Analysis

Change in User Attitudes about Web Search

Today

• “It’s not my homepage, but it might as well be. I use it to ego-surf. I use it to read

the news. Anytime I want to find out anything, I use it.” - Matt Groening, creator and

executive producer, The Simpsons

• “I can’t imagine life without Google News. Thousands of sources from around the

world ensure anyone with an Internet connection can stay informed. The diversity of

viewpoints available is staggering.” - Michael Powell, chair, Federal Communications

Commission

• “Google is my rapid-response research assistant. On the run-up to a deadline, I may

use it to check the spelling of a foreign name, to acquire an image of a particular

piece of military hardware, to find the exact quote of a public figure, check a stat,

translate a phrase, or research the background of a particular corporation. It’s the

Swiss Army knife of information retrieval.” - Garry Trudeau, cartoonist and creator,

Doonesbury



Web Information Retrieval
IR before the Web = traditional IR

IR on the Web = web IR
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Web Information Retrieval
IR before the Web = traditional IR

IR on the Web = web IR

How is the Web different from other document collections?

• It’s huge.
– over 10 billion pages, average page size of 500KB

– 20 times size of Library of Congress print collection

– Deep Web - 550 billion pages

• It’s dynamic.
– content changes: 40% of pages change in a week, 23% of .com change daily

– size changes: billions of pages added each year

• It’s self-organized.
– no standards, review process, formats

– errors, falsehoods, link rot, and spammers!

A Herculean Task!



Web Information Retrieval
IR before the Web = traditional IR

IR on the Web = web IR

How is the Web different from other document collections?

• It’s huge.
– over 10 billion pages, each about 500KB

– 20 times size of Library of Congress print collection

– Deep Web - 550 billion pages

• It’s dynamic.
– content changes: 40% of pages change in a week, 23% of .com change daily

– size changes: billions of pages added each year

• It’s self-organized.
– no standards, review process, formats

– errors, falsehoods, link rot, and spammers!

• Ah, but it’s hyperlinked !
– Vannevar Bush’s 1945 memex



Elements of a Web Search Engine
WWW

Crawler Module User

Indexing Module

Indexes

Query Module
Ranking Module

Content Index

Structure Index

Special-purpose indexes

Page Repository
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Indexing Wars
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Search Stats—Google

• received over .5 billion searches per day in 2004

• stores an index of 8.1 billion webpages

• had over 60,000 servers in 2004

• estimated to use over 6,200 TB of disk space



Query Processing

Step 1: User enters query, i.e., aztec baby

Step 2: Inverted file consulted

• term 1 (aardvark) - 3, 117, 3961
...

• term 10 (aztec) - 3, 15, 19, 101, 673, 1199

• term 11 (baby) - 3, 31, 56, 94, 673, 909, 11114, 253791
...

• term m (zymurgy) - 1159223

Step 3: Relevant set identified, i.e. (3,673)

Simple traditional engines stop here.



Modification to Inverted File

• add more features to inverted file by appending vector to each
page identifier, i.e., [in title?, in descrip.?, # of occurrences]

• Modified inverted file

• term 1 (aardvark) - 3 [0,0,3], 117 [1,1,10], 3961 [0,1,4]
...

• term 10 (aztec) - 3 [1, 1, 27], 15 [0,0,1], 19 [1,1,21], 101 [0,1,7], 673 [0, 0, 3], 1199 [0,0,3]

• term 11 (baby) - 3 [1, 1, 10], 31 [0,0,2], 56 [0,1,3], 94 [1,1,11], 673 [1, 1, 14], 909 [0,0,2], 11114
[1,1,22], 253791 [0,1,6]

...

• term m (zymurgy) - 1159223 [1,1,9]

• IR score computed for each page in relevant set.

EX: IR score (page 3) = (1 + 1 + 27) × (1 + 1 + 10) = 348

IR score (page 673) = (0 + 0 + 3) × (1 + 1 + 14) = 48

Early web engines stop here.

Problem = Ranking by IR score is not good enough.



CSC issues in Crawling and Indexing

• create parallel crawlers but avoid overlap

• ethical spidering

• how often to crawl pages, which pages to update

• best way to store huge inverted file

• how to efficiently update inverted file

• store the files across processors

• provide for parallel access

• create robust, failure-resistant system



Link Analysis

• uses hyperlink structure to focus the relevant set

• combine IR score with popularity or importance score

PageRank - Brin and Page ⇒

HITS - Kleinberg ⇒



The Web as a Graph
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Web Graphs
CSC and MATH problems here:

– store adjacency matrix

– update adjacency matrix

– visualize web graph

– locate clusters in graph



How to Use Web Graph for Search

Hyperlink = Recommendation

• page with 20 recommmendations (inlinks) must be more
important than page with 2 inlinks.

• but status of recommender matters.
EX: letters of recommendation: 1 letter from Trump vs. 20 from unknown people

• but what if recommender is generous with recommendations?
EX: suppose Trump has written over 40,000 letters.

• each inlink should be weighted to account for status of
recommender and # of outlinks from that recommender



How to Use Web Graph for Search

Hyperlink = Recommendation

• page with 20 recommmendations (inlinks) must be more
important than page with 2 inlinks.

• but status of recommender matters.
EX: letters of recommendation: 1 letter from Trump vs. 20 from unknown people

• but what if recommender is generous with recommendations?
EX: suppose Trump has written over 40,000 letters.

• each inlink should be weighted to account for status of
recommender and # of outlinks from that recommender

PAGERANK - importance/popularity score given to each page
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Search  

Google searches more sites more quickly, delivering the
most relevant results.

Introduction 

Google runs on a unique combination of advanced hardware and
software. The speed you experience can be attributed in part to the
efficiency of our search algorithm and partly to the thousands of low cost
PC's we've networked together to create a superfast search engine.

The heart of our software is PageRank™, a system for ranking web pages
developed by our founders Larry Page and Sergey Brin at Stanford
University. And while we have dozens of engineers working to improve
every aspect of Google on a daily basis, PageRank continues to provide
the basis for all of our web search tools. 

PageRank Explained 

PageRank relies on the uniquely democratic nature of the web by using its
vast link structure as an indicator of an individual page's value. In
essence, Google interprets a link from page A to page B as a vote, by
page A, for page B. But, Google looks at more than the sheer volume of
votes, or links a page receives; it also analyzes the page that casts the
vote. Votes cast by pages that are themselves "important" weigh more
heavily and help to make other pages "important."

Important, high-quality sites receive a higher PageRank, which Google
remembers each time it conducts a search. Of course, important pages
mean nothing to you if they don't match your query. So, Google combines
PageRank with sophisticated text-matching techniques to find pages that
are both important and relevant to your search. Google goes far beyond
the number of times a term appears on a page and examines all aspects
of the page's content (and the content of the pages linking to it) to
determine if it's a good match for your query.

Integrity 

Google's complex, automated methods make human tampering with our
results extremely difficult. And though we do run relevant ads above and
next to our results, Google does not sell placement within the results
themselves (i.e., no one can buy a higher PageRank). A Google search is
an easy, honest and objective way to find high-quality websites with
information relevant to your search. 

©2004 Google - Home - All About Google - We're Hiring - Site Map



Ranking by PageRank

The PageRank Idea (Sergey Brin & Lawrence Page 1998)

• Ranking is preassigned (An off-line calculation)

• Your page P has some rank r(P )

• Adjust r(P ) higher or lower depending on ranks of pages that
point to P

• Importance is not just number, but quality of in-links

— role of outlinks relegated

— much less sensitive to spamming



PageRank
The Definition

• r(P ) =
∑

P∈BP

r(P )

|P |

— BP = {all pages pointing to P}

— |P | = number of out links from P

Successive Refinement

• Start with r0(Pi) = 1/n for all pages P1, P2, . . ., Pn

• Iteratively refine rankings for each page

— r1(Pi) =
∑

P∈BPi

r0(P )

|P |

— r2(Pi) =
∑

P∈BPi

r1(P )

|P |

.
.
.

— rj+1(Pi) =
∑

P∈BPi

rj(P )

|P |



In Matrix Notation

After Step j

πT
j =

[

rj(P1), rj(P2), . . ., rj(Pn)
]

πT
j+1

= πT
j H where hij =

{

1/|Pi| if i → j

0 o.w.
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





,vT=1/6 eT



In Matrix Notation

It’s Almost a Markov Chain

• H has row sums = 1 for ND nodes, row sums = 0 for D nodes

Stochasticity Fix: S = H + avT . (ai=1 for i∈D, 0, o.w.)

S =















0 1/2 1/2 0 0 0

1/6 1/6 1/6 1/6 1/6 1/6
1/3 1/3 0 0 1/3 0

0 0 0 0 1/2 1/2
0 0 0 1/2 0 1/2
0 0 0 1 0 0















,where a=















0

1

0

0

0

0















,vT=1/6 eT

• Each πT
j is a probability distribution vector

(
∑

i
rj(Pi)=1

)

• πT
j+1

= πT
j S is random walk on the graph defined by links

• π
T = lim

j→∞
π

T
j = stationary probability distribution



Random Surfer

Web Surfer Randomly Clicks On Links (Back button not a link)

Long-run proportion of time on page Pi is πi
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Random Surfer

Web Surfer Randomly Clicks On Links (Back button not a link)

Long-run proportion of time on page Pi is πi

Problems

Dead end page (nothing to click on) (πT
not well defined)

Could get trapped into a cycle (Pi → Pj → Pi) (No convergence)

Convergence

Markov chain must be irreducible and aperiodic

DEFN: a chain is irreducible if every page is reachable from
every other page.

DEFN: every reducible chain can be permuted to the form

[

X Y
0 Z

]

.



Random Surfer

Bored Surfer Enters Random URL

Irreducibility Fix: G = αS + (1 − α)E eij = 1/n α ≈ .85

G = αH + α a vT + (1 − α)E (trivially irreducible)

• πT is now guaranteed to exist and be unique and power
method is guaranteed to converge to πT .



Random Surfer

Bored Surfer Enters Random URL

Irreducibility Fix: G = αS + (1 − α)E eij = 1/n α ≈ .85

G = αH + α a vT + (1 − α)E (trivially irreducible)

• πT is now guaranteed to exist and be unique and power
method is guaranteed to converge to πT .

• Different E = evT and α allow customization & speedup,
yet rank-one update maintained; G = αH + (α a + (1 − α) e)vT

G = αS+ (1−α)E =















1/60 7/15 7/15 1/60 1/60 1/60

1/6 1/6 1/6 1/6 1/6 1/6
19/60 19/60 1/60 1/60 19/60 1/60

1/60 1/60 1/60 1/60 7/15 7/15

1/60 1/60 1/60 7/15 1/60 7/15

1/60 1/60 1/60 11/12 1/60 1/60

















Computing πT

A Big Problem

Solve πT = πTG (stationary distribution vector)

πT (I − G) = 0 (too big for direct solves)





Computing πT

A Big Problem

Solve πT = πTG (stationary distribution vector)

πT (I − G) = 0 (too big for direct solves)

Start with πT
0

= e/n and iterate πT
j+1

= πT
j G (power method)



Power Method to compute PageRank

πT
0

= eT/n

until convergence, do

πT
j+1

= πT
j G (dense computation)

end
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Power Method to compute PageRank

πT
0

= eT/n

until convergence, do

X πT
j+1

= πT
j G (dense computation)

X πT
j+1

= α πT
j S + (1 − α) πT

j e vT
(sparser computation)

• πT
j+1

= α πT
j H + (α πT

j a + (1− α)) vT
(even less computation)

end

• H is very, very sparse with about 3-10 nonzeros per row.

• ⇒ one vector-matrix mult. is O(nnz(H)) ≈ O(n).



PageRank Example

3

6 5

4

1 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 21 2

πT =
(

1 2 3 4 5 6

.03721 .05396 .04151 .3751 .206 .2862

)

Global ranking of pages = [ 4 6 5 2 3 1 ]

Query-independent way of ranking relevant set



Ranking by HITS

• give each page 2 scores (hub and authority scores) instead
of just 1.

• DEFN: Authorities Hubs

• pages can be both hubs and authorities (EX: ATL airport)

• Good hub pages point to good authority pages, and good
authorities are pointed to by good hubs.

HITS - hub and authority score given to each page

HITS - (Hypertext Induced Topic Search)



HITS Algorithm
Hypertext Induced Topic Search (J. Kleinberg 1998)

Determine Authority & Hub Scores

• ai = authority score for Pi • hi = hub score for Pi

Successive Refinement

• Start with hi(0) = 1 for all pages Pi Lij =

{

1 Pi → Pj

0 Pi 6→ Pj

• Successively refine rankings

— For k = 1,2, . . .

ai(k) =
∑

j:Pj→Pi

hj(k − 1) ⇒ ak = LThk−1

hi(k) =
∑

j:Pi→Pj

aj(k) ⇒ hk = Lak

— A = LTL ak = Aak−1 → e-vector

— H = LLT hk = Hhk−1 → e-vector



HITS Neighborhood Graph

1. Find relevant set by consulting inverted file

2. Build neighborhood graph

3. Compute authority & hub scores for just the neighborhood



HITS Example

1. Relevant set = [1,6]

2. Neighborhood graph N

�

�� �

�

��

3. Compute authority & hub scores.

Adjacency matrix for N = L =

















1 2 3 5 6 10

1 0 0 1 0 1 0

2 1 0 0 0 0 0

3 0 0 0 0 1 0

5 0 0 0 0 0 0

6 0 0 1 1 0 0

10 0 0 0 0 1 0



















HITS Example (cont.)
Authority matrix A = LTL Hub matrix H = LLT

LTL =

















1 2 3 5 6 10

1 1 0 0 0 0 0

2 0 0 0 0 0 0

3 0 0 2 1 1 0

5 0 0 1 1 0 0

6 0 0 1 0 3 0

10 0 0 0 0 0 0

















, LLT =

















1 2 3 5 6 10

1 2 0 1 0 1 1

2 0 1 0 0 0 0

3 1 0 1 0 0 1

5 0 0 0 0 0 0

6 1 0 0 0 2 0

10 1 0 1 0 0 1

















Authority score vector a

aT =
(

1 2 3 5 6 10

0 0 .3660 .1340 .5 0

)

Hub score vector h

hT =
(

1 2 3 5 6 10

.3660 0 .2113 0 .2113 .2113

)



CSC and MATH Issues with HITS

• how to form N and fix topic drift problem

� �

� �� � � �

��

� �

• incorporating weights into L matrix

• fast eigenvector computation, beating the power method

• updating L, h, and a for query-independent HITS



Power of Word of Mouth

Other Rankings

• Consensus Ranking

• Traffic Ranking: www.alexa.com



Web Search Problems

Spam

• Link Farms

lincoln

jefferson

truman

reagan

clinton

kennedy

wilson

washington

SEO client



Web Search Problems

Spam

• Link Farms

• Google Bombs

G. W. Bush 

Bio webpage

Jim's blog

miserable failure

miserable failure

miserable failure

Kim's blog

Bob's page



Web Search Problems

Spam

• Link Farms

• Google Bombs

— search for algorithmic solutions that scale up

Social: getting surfers to use relevance feedback

• Specialized Tools: Froogle, Scholar
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Web Search Problems

Spam

• Link Farms

• Google Bombs

Social: getting surfers to use relevance feedback

• Specialized Tools: Froogle, Scholar

• Personalization: www.a9.com

No human interaction, no librarian for mind-reading



Bad Results because ...

User’s Fault

— poor query

— typo
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Bad Results because ...

User’s Fault

— poor query

— typo

Engine’s Fault

— spam

— small index

Web Community’s Fault

— no quality pages posted on user’s query ⇒ do your part



Innovation

• metatag for Library of Congress # (“nothing like a good book”)
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Innovation

• metatag for Library of Congress # (“nothing like a good book”)

• connecting databases: maps.google.com, www.search.ch

• phonetic search in audio collections

• relevance feedback

— edit distance for typos

— synonyms (find similar terms using VSM)

— clustering (find similar docs): www.kartoo.com, www.vivisimo.com

• image search: google



Conclusions

• Link Analysis has drastically improved web search!

• There are many exciting open problems for computational
scientists to solve.

• Often the challenge lies not in the modeling or theory, but in
the massive scale of the problem.

• The continual battle between search engines and search
engine optimizers means that methods must constantly
adapt and innovate.

• There is huge financial potential for industrious entrepreneurs!
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